Planning and deploying a Virtual Desktop
Infrastructure on HP hardware

Creating a 150 user VDI proof-of-concept implementation
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Introduction

HP Virtual Desktop Infrastructure (VDI) seeks to replace ender desktops with HP Thin Clients
connected to virtual desktops running on HP ProLiant servers in the datacentérhis document
describes the processesnvolved in implementing a VDI proofof-concept (POC)and attempts to fill in
gaps with existing documents Planning, design, architecture, and troubleshootingas well as
environmental considerationsare discussed.

Target audience:This document is intenéd for IT decision makers, planners, architects service
professionalsand installersthat are evaluating VDI. A moderate level of technical expertise and
familiarity with VMware, Microsoft Windows Server and Desktop Operating Systemsas well as HP
ProLiart and StorageWorks hardware is considered essential.

Assumptions

This document assumethe following.

A POC or limited pilot implementation of between 20 and 150 users is being undertaken to evaluate
HP VDI as a desktop replacemenstrategy.

Microsoft® Act i ve Directory is in use and is the curren
environment.

The installer is familiar with installation practices for VMware Infrastructure 3, Microsoft Windows®
XP and desktop applicationsor has access to subjet matter experts

The installer understand Storage Area Networks or has access to subject matter experts

The installer understands networking concepts as they relate to the POC environment or has access to
subject matter experts.

The POC is being implamented in a lab environment or a limited production environment.

The POC environment described in this document is based on VMware Infrastructure 3 (VI3) with
Virtual Desktop Manager 2.1 (VDM), Microsoft Windows XP Professional with Service Pack 3 and
Microsoft Remote Desktop Protocol v5/6. Storage may be direct attached (DAS), network attached
(NAS) or a storage area network (SAN).

The installer will review vendor specific documentation. This document does not discuss certain pieces
of the architecture sut as application delivery/streaming, backup strategies and broker configuration
and options that should be reviewed.

This white paper is based on testing performed in the second and third calendar quarters of 2008.

Acronyms, termsand conventions used in his document

This document uses acronyms that may not be defined in the body of the text. The following acronyms
should be taken to refer to the items referenced below.

1 MS RDP& Microsoft Remote Desktop Protocol
91 RDP& HP Rapid Deployment Pack

This documentuses specific terms which should be defined.

A proof-ofconcept (POC) implementation is a limited scale installation that will deliver IT resources for
functionality and scalability testing and end user evaluation.This is generally done in a lab
environment, but may be extended into limited production to enhance testing.

This document also usespecific conventions for entering command line parameters.



The symbol

0 %>06

represents the prompt at the

not be typed. It is assumed that the installer will press thé&nterkey after each command line unless

otherwise noted.

LUN/ Vdisk datastore may be used interchangeably in this document to refer to the same entity in
sections that refer to work performed on HP StrageWorks Enterprise Virtual Array EVA) products.

Preinstallactivities

Table 1 is a pre-installation checklist that is designed to help guide you through the?OC
implementation process. It is not an exhaustive list of considerations for a full scale inlpmentation but
rather a set of suggestions as to where you may wish to give extra thought to considerations

Table 1. Project outline steps and locations of reference information where available

Step

Description

Read

Read this documentdocuments it refeencesand any
VMware VDI specific documents. A broad understanding of
the solution as a whole is critical.

Decide on the architecture

Will the implementation be as Basic, Standard, Enterprise or
a Hybrid implementation? Decide and use this guide to
define.

Define static or dynamic architecture
and core components

Determine whether or not a connection broker will be used in
the environment. In most environments the answer is yes.

Gather a list of existing programs on
desktops

Create a detailed list of all programs AND SERVICES running
on the local desktops that are distributed and supported by
local IT. Use this document to determine whether these
applications are good candidates for VDI when combined
with a specific type of user.

Determine requirementgor local
device support

Inventory existing devices such as printers that will need to be
redirected in a VDI environment. This should become a list of
devices to discuss REMOVING from the environment. If
devices can not be removed, their functionality wil need to

be verified and validated onsite.

Determine current print layout

A solid understanding of the current print environment is
critical. Mapping location, permissions and access methods
for all printers and maintaining a record of these devices
shoud be completed prior to implementing a design.

Define server and storage
environment

Inventory and define all available VDI hosts and their
connections to storage (both NAS and SAN). Include uplink
ports used for connectivity.

Determine networking requrements

Be sure to include remote network requirements and
connectivity between locations. Define connectivity in terms
of bandwidth and latency. Define datacenter networks based
on servers and storage.

Define virtual machine size and
performance requirenments

Decide what is expected in terms of performance, availability
and space. Insure that the virtual machines follow best
practices for creation and that they have erough CPU,
memory and disk resources dedicated to them.

she



Install Follow the installation geps in this document to create aPOC
VDI implementation.

Test Test local device redirection, end user acceptance, system
performance and sizing, printing and overall usability.

HP VDI solutions

HPds end to end c ap &btodtructue EDsas more than jisDal piecerhebl o w
solution. Our offerings are distinct, supported and save you time and money with regards to

i mpl ementation and | ong term management . Each
are differentiated by their functionality. Figure 1 shows an overview of the threeHP VDI solutions.
Sizing ranges are relative to end user type and ability to follow best practices during implementation.

Figure 1. VDI solutions from HP
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Basic VDI

Basic VDI is a broker optional implementation that allows end users to connect to avirtual machine
(VM) resourcelocated on direct attached storage This is a low cost alternative that offers many of the
major advantages of VDI while trading off some enterprise features and large scale maageability. A
broker can be added to enhance the manageability of the solution.

While capable of supporting both a large number and variety of end users, Basic VDI would normally
be targeted at the following groups:

of



1 Small workgroups with specific job fundions and little data stored locally

1 Businesgo-business connectivity such as allowing partners access to specific resources the
corporate network

1 Kiosk type implementations such as information consoles,#ail stations for trade shows and
corporate lobbies

1 Smaller scale, costtonscious environments where disasterecovery is not a major concern

Standard VDI

A Standard VDI implementation adds shared storage in the form of NAS, iSCSI oHP StorageWorks
Modular Smart Array (MSA) SAN-based storage solutiors, such as HP StorageWorks AHn-One (AiO)
or MSA2000 storage products These productsmay reduce the overall cost of the solution while
enabling desirable, enterpriselevel features from VMware such as VMotion, Distributed Resource
Scheduler(DRS) High Availability (HA) as well as improving availability and data protection.
Standard VDI by default uses a connection broker and is thus a dynamic implementationHP
recommends VMware Virtual Desktop Manager (VDM)

Standard VDI implementations are capable ofscaling into the thousands of users with lower hardware
costs than a more advanced implementation. However, as a rule, these implementations are
optimized for less than 1,500 users as the cost of managing multiple NAS/iSCSI devices may
become prohibitive in some organizations.

Enterprise VDI

Enterprise VDI brings an array of enterprise capabilities to the desktop. By utilizing fibreehannel
based SAN and implementing SAN connected fileshares for user data as a core feature rather than
an option, Enterprise VDI offers the ability to architect complex disaster recovery scenarios, increase
scalability and optimize the environment for security.

The emphasis of Enterprise VDI is the highest levels of availability and data integrity for end user
computing resoures. Enterprise VDI is flexible enough to be implemented for anywhere between 200
and 10,000 or more users.

Brokered (dynamic) and non-brokered (datic) architectures

It is possible to deploy a multthousand user VDI implementation without a connection toker. In this

type of static environment, the end user is generally tied to their own VM much like they would be a

physical desktop and the VM is configured for only that userto access. There are issues that present
themselves in thimon-brokered (statc) environment.

The first issue with a static VDI implementation comes from tying users to a systeManaging a small
group of known VMs and users is feasible, but tying users and VMs mayresult in large scale
headaches as time moves on. When user domaihjdoe is user 11 of 50 in the initial POC, the local
admin may know he is on a VM named ks14567jd . When the POC is done and domain\ jdoe is user
11 of 7,000, the scenario is not as easy. Part of the VDI benefits story is the ability to reduce support
costs. As such, you should consider naming the virtual machine for the user and adding an
appropriate suffix. In this case, the VM could be namedjdoe-vm. When the user requires support, he
will need to know nothing more than his user name to receive it.

Of equal concern is locating the virtual machines themselves within a cluster. VMware clusters do
have limitations based on storage bandwidth and practical management limitations. When a VDI
environment grows into the thousands of users, clusters may grow into ¢hdozens and locating a user
and VM within the mass of clusters is difficult. The answer again comes in the naming scheme for the
virtual machines. In this case, lels assume that domaith jdoe works in the finance department for
sales. From a support standpint, naming the clusterfinance to represent the business organization



may be an answer. The VM then becomegdoe-invm or a similar name. It is still searchable using the
userds |l ogin name, but now support can pinpoint

There is more than just user tracking involved in VDI and thus there are other things to consider.
Tracking and maintaining the user$files are also an issue. Data redirection should always be used
regardless of whether or not a broker is in the environnent. This allows for the centralization of user
data that can be backed up, scanned for viruses and secured in a more efficient manner.

Finally, in a brokerless environment, it should be understood thahot using a broker will guarantee a

user is without aresource if something goes wrong with their individual virtual machine.This presents

a situation where availability is essentially the same as during a desktop failure If you still want to

forgo a broker, steps should be taken to reduce downtime. The bst way to insure there are options is

to use data redirection and keep Ospare VMsdé set
spares and restrictive policy settings to avoid local data accumulation should be used. In addition,

VMware HA should be used in the environment. While it can not be used to eliminate downtime, it

can drastically reduce downtime from system failures. It is also recommended that HP Systems Insight
Manager (HP SIM)be used for hardware monitoring. While HP SIM can not detect dl failures, it is an
excellentway to proactively monitor systems and fix problems before downtime occurs.

Dynamic environments introduce layers of functionality that begin to fill in solution gaps and simplify
management. These features are enabled by canection brokers. As a rule, core features of
connection brokers include the following functions:

1 Ability to dynamically allo cate an end user to a VM

1 Ability to create groups of VMs for the purpose of applying policies, organizing functions or setting
access permissions

9 Provide a central access point to the infrastructure #t can be made highly available
9 Provide an added layer of security to the login furctions and/or display protocols

It should be noted that with many brokers it is possible to use a reseed model. In this model a user
has a virtual machine dedicated and reserved for as long as an administrator chooses, but the broker
is still the central point for control and provisioning of each VM.

Other functions are broker specific. HP recommends VMwee Virtual Desktop Manager (VDM) for
VDI.

Understanding VDI

This section provides a planning approach for the installer to take rather than a set of hard and fast

rules. As with all virtualization implementations, interactions can only be predicted to acertain extent
outside of the actual production environment. Stated another way, you can not tell how many VMs

you will have on a host in your environment by simply asking your neighbor how many he has on his.

The level of variability is too great. Thus,tht secti on focuses more on the
utilization with virtual desktops rather than how each potential combination of resources may interact.

Two subsections emergédo help the installer understand some of the major issues dfDI environmerts.
The first section will deal with the comparison of a desktop virtual machine versus a server virtual
machine. Thepurpose is to assist those who are familiar with server virtualization better understand
the differences they need to plan and adjust for.The second section is a discussion of the desktop
versus a desktop VM.

Desktop VMs versus server VMs

If you consider the general function of a desktop versus the function of a server there are general
behaviors and characteristicsthat can be assumed witha reasonable degree of certainty. Table 2
presents an overview of some of these general characteristics.



Table2. Server and desktop characteristics

Characteristic

Desktop

Server

CPU scheduling and utilization

Function of user type, applications in
use and frequency of work being
done. Tends to be variable for most
users with peak periods occurring
during the day, week, month and
potentially the year. May be at or
below 5% for the vast majority of a
shift with only momentary spikes as
applications start or non-user initiated
processes occur.

Generally heavier
services scheduling CPU time on a
nearly continuous basis. For most
server applications processor
scheduling is continuous within a set
time range. Fluctuations and peaks
can and do appear, but tend to be
more predictable.

Memory usage

Applications at start and during
operation may reserve large blocks
of memory. Applications can utilize
the memory heavily, but generally
release it when the user closes the
program.

Services tend to gab memory at start
and may not release it until rebootor
service shutdown The amount of
memory and the absolute utilization
vary based on service, but are almost
always more consistent than a
desktop.

Disk IO

Generally intense only during file
copies and patch deployment/virus
scan. May vary with application, but
typical 10 and graphics intensive
applications may not be ideally
suited for VDI at this timeand thus
would be rarely used.

Numerous applications rely on disk
10 for performance. Frequently a
limiting factor in overall system
performance.

Network utilization

Generally peaks during file copies,
media work, network logons and
client/server application work.

May be extremely heavy based on
application. Light usage is outside of
the norm. Constantutilization is
common even if it is fairly low
overall.

Placing these characteristics into the context of comparing desktop and server VMs requires a brief
review of what is actually happening within VMware ESX Server 3 when the various resources are
used. This section is not an exhaustive discussion, but rather seeks to highlight in a common sense
way how these characteristics will alter sizing.

CPU

Within VMware, each virtual mac hine must schedule time on a CPltore (or multiple cores if the VM
is assigned more than one virtual CPU(vCPU). If we were to size our environments with one VM (1
vCPU per core, we would see excellent performance and little resource contention asidérom the
requirements ofthe Service Console However, there may not be a busness case to be made for4-16
desktop VMs per hostdue to higher per VM hardware costs. Luckily, oneof the major advantages of
VMware is its management of the scheduling of threads from the virtual machines to the physical
processors. VMware provides the ability for more than one virtual machine to efficiently utilize the
same physical CPUcore. While there is contention, for the most part a thread is not usually waiting
long to be processed provided the number of virtual machines per core is reasonable ad the
workload is balanced.

If we refer back to Table 2, we can start to make some broad generalizations about sizing. In a
server environment where we virtualize a series of web serverand application servers, the CPU
utilization, while not necessarily intense may be viewed as relatively constant. There is never a large
period of time when the VM is idle. In the context of the previous paragraph it becomes easy to



imagine that 34 of these VMs scheduled on a single coremay quickly begin to experience conflicts
for processor time.

From a desktop perspective, this behavior is certainly more variable, but irmany cases it is less
severe. If we dlook around6 us during the course of the day at what others are doing at their desktop,
we may find that two people are typing away at e -mails, one is browsing a web page, another has a
Microsoft Office Word document open for review, two more are on the phone and casually reading
e-mail and two more are away from their desk in a meeting, having coffee or just plain absent for the
day. Of those 8 representative users, perhaps 3t are contending for the same resource at any given
point in time. Were this our user profile at any given moment in time, these8 users and their
associated VMs on a single core is a reasonabé proposition. 8 cumulative VMs per core in this case
is actually 45 highly active VMs per core in practice.

These are of course blanket generalizations. Exceptions do exist. Aertiary DNS server that is largely
inactive in physical form would likely sit in an idle loop and not contend for CPU resources against
other server virtual machines. Similarly, a call center user may punch data into a desktop VM for 90%
of an 8 hour shift and constantly contend for CPUresources with other, nearly identical usersWe will
move beyond the generalizations later in this document, but it isusefulto take away this high level
understanding from this section.

Memory usage

In a server environment, the services provided by the server are generally continuously using ot a

least reserving memory. In a consolidation environment, the variety of services can be quite large and
thus VMwareds ability to both share and overcomm
opposite tends to be true. Through proper design, thesame OS and programs within a VDI instance

are generally running on a given host. This means that even if programs stay open and memory is

being used, the capacity for VMware to share and overcommit is far greater. Memory overcommit

levels of 200% in a VDI environment are in fact feasible(though highly variable based on

environment)

From the previous paragraph it may be tempting to believe that memory would rarely be a limiting
factor. When examined from a utilization standpoint this is at least partially true. From an absolute
capacity standpoint though it can have a tremendous effectand thus proper server memory sizing is
critical.

Disk 10

Disk 10 in a server environment is gemrally consistentfor a given application and timeframe. Disk IO
in a VDI environment may vary considerably based on user and application types associated with a
given VM. While user data is generally redirected to NAS, local disk 10 from programs is still a
potential issue to contend with. Knowledge of end user disk 10 patterngs extremely helpful prior to
implementing HP VDI and should be monitored as part of a predeployment environment check.The
biggest factors that will likely effect the overall amount of disk 10 in a VDI environment is from virus
scans or patch application (see Appendix B for hints on planning for this 10)

As in all server based computing environmend, host systems will experience a login phenomena
commonly called a login or boot storm. This phenomena is noted by a stressed disk subsystem caused
as many users log on to shared storage resourcesver a short period of time. This creates a need to
balance login disk IO with continuous utilization 10. Using NAS or SAN to redirect user data can
partially alleviate this phenomena and is recommended.

Network utilization

At a high level, end user network traffic is generally not intense with the exception of certain times
such as duringlogins, file copies and large print sessions However, the network itself can have a
profound effect on user experience, especialy in remote locations. When comparing the network



characteristics of a desktop to a server, the profile is very different. A server tends to have sustained
periods of network activity, frequently with small amounts of data per transmission. A desktop tend®
experience bursts of activity, frequently with large amounts of data being transmitted and received.

It is important to note that any attempt at sizingnetworking using physical desktopscan not reflect the
deployment as it will exist in a virtual environment When monitoring a standard desktop there are
characteristics that change when moving to VDI that can not be easily accounted for. These may
include:

1 Redirected printers that once communicated directly via USB or parallel cables but now have their
gueues pushed across a network

1 Redirected file devices such as diskn-keys which now must have data migrated across the network
when moving files

1 The connection protocol itself is not measured when collecting data on a standard desktop

The most servelike of these network points is the connection protocol itself as screen display is fairly
consistent with users working in a specific application. There will be exceptions to this rule which will
be discussed later in the document.

Desktops versus desktop Wis

The desktop is generally the most commonly implemented computing devide the enterprise
Surprisingly the behaviors of the desktop are not well understood. The next section will deal with
capturing data to understand the function of the desktop in you environment. This section suggests
that the lack of understanding may simply be the result of the desktop being a device that is rarely
utilized to its full extent.

When comparing a virtual machine to a physical desktop, certain themes emerge. First andoremost
is the difference in current resource capabilities. Put simply, a desktop will rarely have contention over
resources when being operated by a user that is a good fit for VDI. With multicore processors and
high speed, large memory installed, a destop simply has more power than the average user will
need. This is of course one of the drivers for VDI adoption.From a design standpoint this begs certain
changes be implemented in the design of the image. These are covered more in depth later in the
paper, but the idea is that when a discreet resource such as a desktop becomes a shared resource
such as a VDI VM it is an opportunity for the installer to evaluate the effects that extra programs and
services will have at design time and not after the VMs lave been brought online. Minimizing or
eliminating applications and services that would have a big effect on overall system performance is a
positive.

Another theme that emergesn the comparison is that behaviors will change at the network level. In a
desktop environment, a printer and USB key connected directly to the device will have no effect on
the network. With VDI, these devices, while directly connected, must be redirected across the display
protocol in order for the virtual machine to make use of hem. This means data formerly carried across
USB paths is now carried over the network and the network needs to be planned accordingly. This
also has an effect at the hypervisor level as the hypervisor manages and touches network packets.

Finally, the deskop has a dedicated graphics card that generally offers capabilities to display high
resolution images and other media types with little effort. Virtual desktops do not have a physical

graphics card and must rely on CPUcycles and physical memory to rendergraphics information that

would normally be offloaded on a physical desktop. This creates higher levels of utilization on shared
systems and has the potential to effect the performance of other users on the system. It should also be
noted that graphics capabilities are limited to begin with due to the lack of a VM controlled graphics

card and limitations of some display protocols.Some pr ot ocol s such as HP®&s
Software 6 PC Edition offer a codec independent method of improving the end user gaphics

experience for all types of media.

10



Planning steps

Collecting and evaluating performance measurementgor planning

HP recommends that during an initial evaluation theinstaller pay close attention to a number of
performance metrics at thedesktop. By utilizing performance measurements and characterizations
from real desktops, the identification of end users to include in the proof of concept and theoverall
design of the virtual machines will be made easier.

End user activity levels

It has become comnonplace to categorize end users as some variation of power user, office worker,
knowledge worker, etc. The user type is generally loosely defined and tends to be focused on
imaginary application loads. While certain applications may require excessive resources (and thus
may not be a good choice for a VDI implementation), the frequency of end user activity including
keyboard entry actions are generally asimportantasa ppl i cati on type in deter
of user a specific worker or user group bebngs to. End user actionsequate to CPU activity within the
virtual machine and intense actions with a frequent level of occurrence mean a heavier user even
when the application is lightweight. PC activity monitoring software may be used or you may simply
wish to record general perfmon data remotely in order to decipher times ofpeak activity and overall
activity effect for a variety of user types

By approaching end user categorization from an activity level as well as an application level you are
far more likely to maximize the number of users on a host as you can distribute the heaviest and
lightest usersbased on application load and frequency of use across the same hosts and achieve a
better balance than simply usingloosely estimated categorizationsor business function groupings to
place end users.

It should be noted that regardless of activity level, certain applications have a large footprint on a
desktop and will have a large footprint in a VM. If these applications are utilized on a frequent basis
or are accessed concurrently by a large number of users it may be best to exclude users that are
dependent on those applications from a proof of conceptor even a production deployment The
following sections of this document should assist the installenidetermining ways to potentially
evaluate and isolate those applications

Collecting data with perfmon
The primary purposes for collecting perfmon data from physical user desktops are threefold:

9 Making determinations of what type of users are suitable forVDI
1 Defining application and service loads for virtual machine groups
9 Determining what loads will be eliminated from VDI consideration

Given the categories above, it is logical to infer that perfmon data should be collected across a

variety of user types.Once you have defined potential groups for a POC or proof of concept you
should choose a sample of users from each group to monitor for an extended period of timelt is up

to the discretion of the installer and management as to whether or not the end useshould be aware
they are being monitored. The installer should seek to identify and resolve aggregated services issues,
seek out applications and end users that would be too resource intensive and remove them from the
pool and seekto identify and work around time based usage patterns.

Perfmon andaggregated services issues

Aggregated servicesissues typically show up when you have a scheduled service or services that
contend for resources at the same timen a large scale. This can be a complex issue, epecially in IT
environments where resources are segmented iotgroups that handle LAN, SAN, server and desktop.
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Because the desktop group may require an image or build of a certain spec, the server administrators
may build the HP VDI VMs to meet that specThe issue with this is that the desktop itself is a fairly
limitless pool of resources. A VDI instance is only as strong at its peak as theurrently available
resources on the hostWith 40 virtual machines running and end users active the free resources may
be limited for scheduled services to work.

An obvious example of the aggregated services issue is virus scanning. While it is recommended in
an HP VDI environment that reatime virus scanning be left on at the VM, an actual full system scan
should not be carried out. Take an example of 40 virtual machines on a single platform, all of which
launch a full system scan at the same time. It is doubtful #se scans could be carried out across all
VMs in a reasonable time frame. It is even more unlikely tat any one VM would be useable by an
end user while the simultaneous scans occulf the VMs reside on shared storage it is unlikely that a
user on any host accessing that storage would be capable of producing work.

While this is a drastic example of the issue, the same problem can occur irfar more subtle ways.
Application inventory scans are another example. While these are generally low overhead processes
on a desktop, the aggregate effectof running 40 small processessimultaneouslyin a VDI environment
can be pronounced. The effect can also be exacerbated by limiting resources through resource pools
or memory/processor limits.

When a shared services issue exist$n a VDI instanceit generally will show the following
characteristics:

1 User complaints of performance issues at specific times of day or week

1 Repeated and extended ESX host spikes (on one or more subsystems) to 100% for periods of time
greater than 30 seconds but generally less than 30 minutes

9 Unexpected sustained 10 activity from more than onesource

Troubleshooting these issues poststall may require tools such as HP OperationdManager and the
Veeam (nworks) Smart Plugn (SPI)for VMware. These tools can monitor the desktops of similar end
users along with the virtual machines of HP VDI user At the desktop, he goal is to search for intense
bursts of patterned and or scheduled activity. At the VM, the goal is merely to look at patterns of spike
behaviors on any of the subsystems. The real key is that these monitoring tools can dig down thé
process and application level and, with the Veeam SPI, report back reasonably accurate information
that is not completely skewed by timekeeping issues in the VM.

Preventing these problems before they occur is of course the best solution. Using perfmamngample
user behaviorsprior to their occurring in virtual machines is highly recommended. Itis generally
easier to isolate patterned behaviors by the end user before their environment becomes virtualized.
Utilizing perfmon to monitor common characterisics while the end user works is an excellent way to
capture shared services patternsThere is no universal rule for defining what scheduled services will
be an issue. The installer must know what to look for when analyzing data from the desktops and
exercise their judgment on what they believe may present an issueThis is a matter of experience on
the part of the installer.

Figure2s hows a mil d example of time based patternin
to the CPU usage on the desktopThis may or may not be indicative of a scheduled service. On closer
examination of individual processes, evidence suggested that this minor pattern was a result of

background activities occurring between MicrosoftOffice Outlook and Microsoft Exchange Server.

While it would likely be possible to alter these interactions the relatively small spikes are merely

noted and will only be tuned if they become problematic postPOC install.
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Figure 2. Perfmon graph suggesting mild CPU patterning for further examiation.

Last 4.688 Average 65,969  Minimum 0.782 Maximum 35.838 Duration 1:40

Resolution to scheduled services issues varies, but a good general rule is to distribute the scheduled
service to either offhours times or across VM groups to insure that a minimal number of instancesf
the serviceare running at any given point in time.

Perfmon and utilization data

The second purpose for monitoring physical desktops is to determinéhe source of high utilization
rates for applications and end users and to categorize them as being suitable or unsuitable for VDI
These categorizdions are at the discretion of the architect and should also account for the business
function of the user and theirrelative importance over other users.For instance, if a small group of
end users exhibit heavy peak utilization orif a limited number of instances of a particularly heavy
application are in use at the same time, this may not disqualify the users or apps from inclusion in
VDI. If those users are performing a business critical function that must have the highest priority of
access to resourcs, then exclusion should be considered.

Figure 3 shows the patterning of a rich media application running on a desktop. While there is still
enough disk and CPU resources available on this physical system, running this application
concurrently with a number of other virtual machines on a single host may present issues for other
users. Monitoring over extended periods of time to determine the frequency of application usage and
the amount of time it is utilizing resources this heavily is recommended.
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Figure 3. Intensive application patterning
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It should be noted that the installer will be seeking patterns such as those in Figure 3 during data
analysis. The installer will have to determine the causes of spikes such as these and then make
determinations wheher or not the end user or application should be included in a VDIPOC. It should
also be noted that if this application shows up for only one monitored end user it may be perfectly
acceptable to include it and the user in a VDI deployment. The concern ishe application or activity
occurring with numerous instances at once.

Perfmon and time based usage patterning

The third purpose for utilizing perfmon in the physical environment is to determine usage patternsf
end userson a time basis. This is differert than seeking scheduled services issues in that the source of
the scheduling issues is a user rather than a procesfQuestions that need to be asked of the data
include:

1 Are there times of day that always show greater usage?

1 Are there specific user groupsthat show consistentoffline periods based on time of day?

1 Are there users that show a consistent enough utilization across time to be precluded from a VDI
implementation?

1 Are there extended enough periods of underutilization that could allow for the repuposing and
redeployment of host systems?

i Can loads be transferred to fewer systems at certain times of day to allow for some systems to be
powered down?

The goal of all of the above is to insure optimal utilization at all times of day and night. That
optimization can come (from a time perspective) in 3 ways.
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1. Preventing certain users from migrating to VDI
2. End user concurrency
3. Optimizing power utilization for greener IT and lower solution costs

The first optimization is straightforward but deserves a momenof mention. It is theoretically true that

all users can be placed in a VDI environment. The issue is not whether or not this is possible, it is
whether it is cost effective. A VDI server with users that show sustained and heavy utilization over time
or at discrete timeswill host fewer users than a server with lighter users or those who are not as
frequent of users. This in turn raises the per user cost of the solution to a level that may justify looking
into other dedicated resourcetechnologies such as HP Consolidated Client Infrastructure, Blade
Workstations or even leaving the user on a traditional desktop.

End user concurrency is a concept that states that all users do not need their computing resource at all
times. Because of this, you can have feweresources (VDI sessions) than end users and still maintain
overall productivity. It is critical that this concept is tested thoroughly prior to implementing in a
production environment.

Power optimization is an area of interest for most customers and can & enabled in a variety of ways.
Thefour most commonly mentioned methods of achieving some level of power optimizatiorare HP
Integrated LightsOut (iLO) power control, HP Power Regulatorfor ProLiant VMware Distributed Power
Management (experimental in Mware Infrastructure 3.5) and application stacking. The first three
approaches may be made passive in that settings can be configured or scripted to insure that systems
that are not loaded are not utilizing excess and unneeded resources. Application stackig is a rather
different approach and is also a riskier venture. With time based stacking, a server may be used as a
VDI server between the hours of 7 am and 7 pm. Rather than being taken offline at 7 pm, a different
set of virtual machines is started onlie server. These VMs would serve a different business purpose
that could be achieved between 7 pm and 7 am. It is theoretically possible to reprovision the entire
serveras well, but there are advantages in speed to deployment and flexibility when the systm is run
as a virtual host. Read Appendix B of this document prior to considering multpurpose servers and
application stacking.

Determining whattime based performancedata is a result of end usersmay be more complicated
than determining scheduled serices, but only because it is likely not as fine grained of a pattern. As
a rule, end user caused time patterns will not be as exact as scheduled service based patterns
because humans do not respond to a clock at an exact and discrete point in timeThere are
exceptions (think of usage that is tied to the stock market opening which would occur within seconds
daily). It is also worth noting that end user time patterning is generally difficult or impossible to
change as the causes tend to be business functiospecific.

Once time based user patterns are identified the installer should determine the expected cumulative
effect of those end users. As an example, if the time based patterning appears to be tied to a group
of users rather than a discrete user, the nutmer of users can be multiplied by the individual statistic
(CPU, disk, memory) to gatheran estimate of cumulative resource usage. The end users can then be
spread across multiplesystems or removed from the pool of users completely.

Closing notes

One of the central themes of all of the issues discussed in the previous sections is the different
behaviors brought about by running standard desktop builds inside of virtual machines. The following
are simple general rules to follow when testing desktop enviroments and planning virtual machine
environments.

1. Limit anything in the VM image that can cause contention when multiplied by the number of VMs
on a single host or when factoring in the 10 available from shared storage resources.

2. Never move a physical deskbp to a virtual environment via a physical to virtual (P2V) process.
Thisalmostguarantees issues moving forward.
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3. Mix VM builds across clusters in environments where there are known scheduled services issues
within certain groups and not within others. Ths will balance contention across multiple systems
rather than concentrating in one area.

Examining devices for redirection

Not all devices will successfully redirect across all display protocols. HP suggests that during the
planning phase end user devicesare evaluated for whether they will redirect across the protocols
selectal for implementation. These tests should be used to determine the viability of certain user types
and also the continued need for peripheral devices.This is an opportunity for the T department to
reevaluate the costs and benefits of allowing certain device types at the end user support point. Fewer
devices at this point will translate into lower support costs.

Planning for network bandwidth

The primary planning consideration for nework in a VDI environment is the connection protocol itself.
VM specific traffic that never leaves the datacenter is not generally seen as an issue in a VDI
environment. Rather, the connection protocol itself must be considered as it is the source for a&hd
user productivity. There are not currently hard and fast rules for planning, but the recommendations
below should serve as a starting point. In addition, measure network behavior during initial data
collection to identify major areas of contention prior to implementing.

1 Latency isnearly always more critical than bandwidth with regards to end user experience. A
bandwidth limited user may have an acceptable user experience simply by tailoring the protocol to
relay less information. When latency becomesan issue, the end user experience becomes
undesirable very quickly. 100ms or less of latency is regarded as optimal. Depending on the
protocol, latencies as high as 150ms may be acceptable for everyday use. Values above these
numbers would require a custanized protocol with very low screen changeratesto be useable as
an everyday computing device. Levels of 200ms and more have been reported for special purpose
VMs.

1 Base protocols (MSRDP, HPRemote Graphics Softwared PC Edition(RGSPQ) will generally
perform acceptably with less than100Kb of bandwidth per VM with infrequent screen refreshes
However, in practice this is not an adequate number as print traffic and redirected devices carry
data across this protocol. HP suggests starting witta minimum of 150Kbps per user for a VDI
implementation. Increase bandwidth for any other applications/devices that may increase screen
refresh rates or push data across the protocol network

9 Print traffic is the largest variable in the connection protocol network. Prit traffic is best handled
when compressed and managed. HP recommends the HP Universal Print Driver @nvironments that
utilize only HP printeis. HP recommends ThinPrint as a print management platform for all mixed
printer VDI environments. ThinPrint hefpwith issues of bandwidth and location awarenessand
offers a central point of management for VDI print implementations

1 Minimizing device redirection or eliminating it completely can insurethat the per userbandwidth
stays low and is more consistent. Ezluate each device prior to implementation and determine
whether or not it is critical to the implementation. It may be possible to implement the functionality
of the device in a different way such as moving a printer to the network and restricting access
permissions to a specific user or group

1 Keep local printers to a minimum. Local printergeceive print queues over the connection protocol
network and may require that a driver be loaded in all VMs to make them work right. A well
organized set of networked printers is generally the better solution to providing end users witha
local, physical printer to access.
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Sizing and configuring servers and infrastructure

Sizing the server goes beyond 0the boxd6 anmints ncl
in the VDI environment. The following discussions are meant to provide guidance on common

practices and relative figures on appropriate sizing numbers by device There is no substitute for

testing within an environment to insure accurate sizing.

A building block based approach to VDI architecture

HP recommends that VDI deployments be broken up intbuilding block units (blocks)for simplicity of
support, deploymentand for reliability in sizing and configuration. The concept of a block suggests
that all of the pieces of the VDI solution are broken into logical groups based on the lowest common
performance denominator (LCPD) in the deployment. As an example, in a SAN based deployment,
the SAN itself is a logical LCPD. At some point the SAN will becomesaturated and no amount of
additional servers, clients or management infrastructure will improve that number of users. Once the
performance threshold of the LCPD has been reached, &lock has been defined. For instance, ifthe
SAN reaches capacity at 500 users, theblock may look as follows in Table 3. For every 500
subsequent users, an identicablock is ordered and deployed.

Table 3. VDI block definition based on SAN as the lowest common performance denominator.

Component Quantity Capacity per unit

SAN 1 500 users

Servers 16 32 VMs

Blade enclosures 1 16 servers

Thin clients 500 1 client per user

Hypervisor licenses 5 100 VDI instances per license

This is of course a very simpleblock. Management software, power distribution, racks and
infrastructure and backup facilities are all potential additions. However, since many of thesepieces
of the solution have a fractional value for eachblock it is at the discretion of the installer or decision
maker to include them in their own block definitions.

Serve sizing

Accurately predicting proper sizing for a virtualized environmentis always a process in estimationto
some extent There are few hard and fast rules in a virtualized world for you to take anything other
than real world experience and strong knowledge of VMware and make an accurate guess for sizing.
I't i s HP®&s e x paketsgsternsevitht46Rdf memary g&r processing core that-6 highly
active users per core are observed innearly all caseswhen the following configuration norms are
true:

9 Virtual machines run Microsoft Windows XP Professional
1 Virtual machines are assigned a single processing core and 1GB of memoryor less
1 Microsoft Remote Desktop Protocol is used as the connection protocol
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In a 150 user POC implementation such as this4-5 servers are utilized with between 32 and 38
users pea server (150 VMs plus spares).The installer may then size up or down based on observed
data and suggestions contained in this guide.

Per core ranges

We call out the ability of the installer to adjust sizing up or down based on
observed data as field implementations suggesthat the range of users per
core is increasing as technology improves.

There are some general discussions to be had arounaptimizing the server and environment that will
always lead to a greater number of virtual machines on a given host. Some of these optimizations are
covered in this document.

HP Sizer for VMware
The HP Sizer for VMware is not designed to address the proper sizing of
virtual desktops. Please do not use this sizefor your VDI deployment.

System Recommendations

The following are system recommendations for servers in a VDI environment.
Minimum

1 8 processing cores

1 32GB of memory

9 2 network ports for Console and VMotion networks

9 2 network ports for virtual machine traffic

1 2 network ports for iSCSI traffic (Standard VDI only)

9 2 fibre channel ports (4Gb) (Enterprise VDI only)

9 2 72GB SFF SAS 10,000 RPM HDD in a RAID 1+0 configuration (15,000 RPM drives and
maximized number of spindlesif hosting VMs locally)

Recommended

1 8 processing cores

1 32GB RAM

9 2 network ports for Console network

1 2 network ports for VMotion network

1 2 network ports for virtual machine traffic

1 2 network ports for iSCSI traffic (Standard VDI only)
1 2 fibre channel ports (4Gb) (Enterprise VDI only)

1 3 72GB SFF SAS 10,000 RPM HDD in a RAID 5 configuration(15,000 RPM drives and maximized
number of spindlesif hosting VMs locally)

Sockets and cores

Table 4 below seeks to highlight the pros and cons of2- versus 4socket systems in a VDI
environment Not all of these pros and cons are applicable in standard consolidation environments.
As more cores become available on different system types the advantages and disadvantages may
shift.
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Table4. Pros and cons of 2 and 4-socket systems in a VDI implementation.

2 Soket Systems

Pros

Cons

Lower risk with fewer VMs per host

Can mean more costly memory required for
large memory footprints

Greater number of systems to handleHA failover
scenarios

Fultheight blades require a greater quantity of
infrastructurecomponens such as enclosures and
switchesif using greater than 8 hoststhroughout
the solution This will not necessarily be evident
with a small pilot or proof of concept.

Lower power draw per system

Fewer cores to schedule on

Excellent scalability

Rack systers tend to have fewer expansion slots
for NICs and HBAs

Can reduce per host licensing

Half-height blades require less infrastructure once
you use more than 8 hosts

Lower per VM power draw

4 Socket Systems

Pros

Cons

Fewer systems to manage overall

Lower scalability can mean more expensive per
VM hardware costs

More cores to schedule on

Greater per host power draw

Bettermemory scalability for large memory VMs

Higher per VM power draw

Rack systems tend to have more expansion slots
for NICs and HBAs.

Higher risk with more VMs per host

Tend to lead the way with more cores per

Fewer systems to handle HA failover scenarios

physical processorwhich improves scalability

Can mean increased per host licensing

Memory sizing
Ideally, each ESX host willhave 4GB of memory per core as a starting point. Undersizing memory
has an effect on levels of memory overcommitment and thus an effect on overall system performance.

When sizing a server, keep the 4GB per core ratio in mind to avoid memory performance issues. For
VMs that have 768MB to 1GB of memory assigned, 4GB per core is likely adequate. As memory per
VM increases, levels of overcommit will likely increase with load. To avoid swapping and potential
performance issues, the amount of memory per core shdd increase as the amount of virtual machine
memory increases.

Increasing the amount of memory per core or the number of cores will generally increase the number
of users on a system, lut scalability is reduced. Foursocket systems will generally not scke as well as
two-socketsystems in this environment. Bocket systems with additional memory per core (while still
following the norms listed above) will begin to exchange memory contention for CPU scheduling
contention.

Similarly, shrinking the resourcesavailable to each VM may increase the number of virtual machines
on a host provided that the application suite within the VM functions properly. If a particular suite of
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applications needs 1GB of memory to function properly it is not conducive to overallperformance to
limit those VMs to 768MB.

Increasing the size of the virtual machines from a memory footprint will havehe effect of reducing the
number of virtual machines on the hostFor VMs with footprints of greater than 1GB of memory you
should configure the server with between 6 and 8GB of memory per processing core.This may alter
the point of contention on a single system from memory to CPU.

Networking

HP recommends that each server be configured with six (6) network interface cards (NICsyhere

possible. This maximizes redundancy and optimizes performance Each NIC should be at least a 1Gb
adapter. For configuration recommendati ons, see VMwar
(http://www.vmware.com/files/pdf/virtual networking concepts.pdf ). For blade specific configurations,
consult HP®&6s c papdrs aghtp./aww.hp.comiydivimvaee/ . See also theNetwork
deployment section of this document.

Moving swap files to other filesystems

Within VMware ESX it is possible to locate per VM swap fileson a filesystem other than tle one that
is housing the virtual machine itself This could be done when you are seeking a reduction in space
requirements on Tier 1 or Tier 2 storage and are willing to sacrifice some speed and functionality to
achieve a slightly reduced cost

There are consequences to placing a swap file on alocal filesystemthat is differentthan that of the
virtual machine itself. First and foremost, even though VMotion works, if there are differences between
the locations of the swapfile on the local filesystems ofthe source and destinationhosts, the swapfile
will need to be copied to the new location. This may greatly slow down the migration. If using DRS
this may present an unacceptable tradeoff in functionality.

If for some reason he swapfile location of the migration destination can not be reached, the swapfile
will be copied to the same location as the virtual machine. This would of course begin to negate any
realized space savings. It is best to insure all swapfile locations areaccessible and recognizable to
hosts in thePOC environment prior to moving to production.

It should also be noted that you must be running VMware ESX Server that is version 3.5 or greater to
configure the storage of swapfiles on local datastores rather tAn with the virtual machines
themselves.

If the installer decides local swapfiles are acceptable, they may use VirtualCenter to configure the files
to reside locally rather than with the virtual machine configuration files. Thoroughly test the effects of
this move prior to moving the environment into production.

Sizing storage

Storage can be the most perplexingvariable in designing VDI. Application patterns, data redirection
and especially virtual machine size all play critical roles in determining the toal 10 required in a VDI
implementation. In certain circumstances such as a Basic VDI implementation the calculations are
simplified because memory or CPU will become a bottleneck before normal use IO. In that case the
only planning is how to distribute patches and run virus scans in a fashion that will have the lowest
cumulative effect to online usergsee Appendix B of this document)

In environments where storage is shared across a large number of users, sizing becomes much more
difficult. Peak user I0will generally be within reasonable boundaries for a given storage system, but
the installer may find that it is impossible to complete virus scans or large patch applications within a
reasonable time period. In these cases, storage sizing is determined by geak IO rather than a user
IO activity. This is likely in shared storage scenarios.
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In terms of overall sizing, there are general rules.

1 Leave room for swap files on storage.

1 Do not sacrifice spindle count for spacesavings It is better to have leftove space than inadequate
performance.

1 Use the fastest drives available for your storage systenrhis includes both rotational speed and
drive architecture.

The following sections note specific maxims for different storage types.

Basic VDI

Sizing storage in a basic VDI POC implementation is straightforward. Maximize the number of
spindles per server, use the highest rotational speed SAS drives per server, leave adequate space for
all VMs, swap files and any accessory filesand do not use a server with less tlan an 8 drive capacity
(2 socket Consider 12 or more drives for 4 socket) For optimal disk performance consider adding

on an HP StorageWorks MSA50. Fewer end users per spindle will result in better performance.

Use batterybacked write cache for HP Smart Array Controllers. Maximize available cache for all
controllers. It is okay to share local disks and any expansion disks on a single array controller in a
VDI environment.

Use of RAID10may help with storage performance, but will hinder space efficiency. RAID 5 is
acceptable in many environments as a compromise As with other implementations, the goal is to be
able to handle peak 10 in a reasonable fashion. As this is direct attached storage, the 10 will never
affect a user on anotherserver.

A secondary storage system should be used to redirect user data for this proof of conceptP offers
numerous options for shared user storage.

Standard VDI

For a 150 user proof of concept, it may be the case that a single AiO storage unit is insufficient to
handle all users and peak 10 activity. To optimize the unit for the largest possible 10, insure you
configure the following.

1 Use a dedicated pair of NICs on the ESX host server for all iISCSI traffic

9 Add an external disk enclosuresuch as a StorageWorks MSAG0 to the AiO in order to maximize
the number of disks

9 Add extra NICs to the AiO and team them for optimal performance
9 Use a second storage system to redirect user datarhis may be another AiO.

Enterprise VDI

Enterprise VDI focuses on utilizing Tiet or Tier2 SAN infrastructure to host the virtual machines and
potentially to host the end user data as well.This will always move the overall solution bottleneck to
the shared storage.For a 150 user POC it may be the case tha the bottleneck never appears outside
of peak 10. The data gathered during the POC will still be useful in determining the overall number of
users that the shared storage can support in the installers environment.

There are two aspects to sizing a SAN. The first is the total space required to duse the planned
number of virtual machines and their accessory files. The secondspectis to insure there is an
adequate amount of bandwidth available at the port, controller and spindle level to support a given
number of users. The approach within a VDIPOC should be to maximize the number of spindles.
Configuration specifics will be listed below for HP StorageNorks EVA and MSA SAN products.
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EVA

HP StorageNorks Enterprise Virtual Array SANs should be considered with the following minimums
for a 150 user POC. Many of the configuration details below can be expanded on as the
implementation grows. Consider maximizing the SAN prior to POC implementation as it will improve
your ability to predict peak sizingf or t he i nstall erf6s production
1 Redundart controllers in all situations

1 Use fastest available diskgrotational speed and type)

1 Minimum of 48 spindles (maximize if possible)

1 Leave capacity for the cumulative space occupied by all virtual machines, accessory files and
swapfiles

1 LicenseHP StorageNorks Command View, Business Copy and Data Protector in all scenarios to
allow for rapid deployment and failure recovery

1 Use all controller ports
9 Divide IO between external switches

MSA

The HP StorageWorks MSA&000 fc provides a cost effective fibrechannel based shared storage
solution for VDI. It is recommended for a 150 userPOC that all options for the MSA2000 fc are
ordered and configured. This includes maximizing controllers, cabinets and disks along with choosing
the fastest available hard disks and liensing all capabilities. As with EVA based SAN, divide IO
between switches and use all controller ports.

Datastore size

For all storage platforms, it is critical that you size your datastores optimally. The following serveas a
useable formula.

(disk space size for OS and apps x number of virtual machines) + (00 -150MB (.1-15 GB) x
number of VMs for log growth) + (size of memory per VM (in GB) x number of VMs)) + percent
freespace = datastore size.

As an example, if we house 20 VMs using 1GB of memoryand 12GB of disk space and wish 10%
free space we would get the following:

((12 x 20) + (.150 x 20) + (1 x 20)) *1 .10 = datastore size
(240 + 3+ 20) *1 .10 = datastore size
263 + 27 =290 GB

HP suggests that no more than 30 VMs are housed within any give datastore. 20-25 VMs are
generally viewed as optimal.

Deploymentsteps

Infrastructureconfiguration

Network Time Protocol servers

Network Time Protocol NTP) servers should be configured and used in a VDI environment. All ESX
hosts should be pointed to he NTP servers for time synchronization.
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Network deployment

A best practices configuration for HP BladeSystem-€lass and VMware Infrastructure 3 remains the
same regardless of whetheryou are implementing VMware for server consolidation, business
continuity or HP VDI. Figure4 shows the mappings that would create a hardware and software
redundant configuration for a half-height c-Class blade server.

Figure 4. Per server redundant configuration for hatheight blades.
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Networking within a VDI environment involves both a physical and virtual layer. Each of these layers
must be configured with full awareness of the configuration of the other. This section descrilsgthe
best practices forthe physical layer. The virtual configuration isdescribed later in this document.

Physical networking
At a high level, there are few hard and fast rules for physical network configuration. The known
imperatives include:

1 Network links should autonegotiate to maximum speed and full duplex. If a link does not get set to
theseparameters, investigate the switcles for potential problems.

1 Network latencies for a successful deployment will optimally be below100ms and should always
be below 150ms. Some customers have rurvVDI in higher latency environments but these are for
remote developers where experience is secondary to data integrity. The protocol has an effect on
this. The reference here is to Microsoft Remote Desktop Protoc&®/AN accelerators can help with
remote desktop connections. They do not help withvoice over IP {/OIP) implementations.

1 Datacenter connections should always bea minimum of 1 gigabit.
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1 Desktop connections may be 100Mb or gigabit. Latency and reliability are more important than
bandwidth.

1 There should ALWAYS be at least 2 physical adapters per host serveied to the virtual machine
network and teamed for redundancy.

Building the management tools

This section applies to Basic, Standard and Enterprise VDI implementations. Small customizations may
be required for each of these environmentsand are noted as needed.

Active Directory policies

ImplementingActive Directory policies can greatly simplify the configuration of HP VDI virtual
machines. Policy dictates what end users are allowed to do within the environmenand in turn how
the environment is presented There are two primary considerations to take into account when
designing policies. First and foremost is the interaction of policy with the connection brokerinsure
that any and all policies recommended by the connection broker vendor are followed The second
design consideration is simply the amount of policy applied. Each set of additional policies assigned
to a group carries with it additional overhead at login time. There is a balancing act that you as an
architect need to perform to insure that perfomance and functionality goals are achieved. AppSense,
an HP partner, offers capabilities in this space that the installer may wish to evaluate.

VMware VirtualCenter

The backbone of a VMware virtualized environment, VirtualCenter allows for fine grained cortrol

over VM creation, performance monitoring, access permissions, license compliance of virtual hosts

and much more Refer to VMwareds documen tcenfigurationof or pr o
VirtualCenter athttp://www.vmware.com/support/pubs/vi_pages/vi pubs 35.html

VMware Virtual Desktop Manager

For instructions and considerations about setting up VMware Virtual Desktop Manager (VDM), see the
documents

olntroduction to Virtual Desktop Managerd at http://www.vmware.com/pdf/vdm20 intro.pdf  and
VDM dlInstallation and Administration Guided at http://www.vmware.co m/pdf/vdm20 manual.pdf .

It is further recommended that the installer familiarize themselves with all of the VMware brokering
documentsat http://www.vmware.com/support/pubs/vdi pubs.html

HP recommends VMware VDM as the broker when using Microsoft RDP as the display protocol.

Installing the server

Configuration

Configuring the servers and infrastructure is a critical step in the overall success of any VDI
implementation. Adhering to the guidelines laid out in this sectionand following best practices laid
out by VMware for installing ESX Srver will help insure proper operation of all components.

Firmware

Prior to beginning the installation or configuration of any server or HP BladeSystem-€lass
components you should insure that the firmware listed in Tabl® is updated to the latest available and
tested versions (see the firmware compdbility matrix at
http://h18004.www1.hp.com/products/blades/components/c __ -classcompmatrix.html). To insure
optimal performance this step should be completedorior to any software installation. The first three
items in Table 5 pertain only to cClass blade implementaions.
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Table5. Firmware checklist

Completed Firmware

Onboard Administrator(s)

Virtual Connect Ethernet modules (or network switch)

Virtual Connect Fibre modules (or fibre channel switch)

iLO 2 (Per server)

Array controller (Per server)

Fibre channel host bus adapters (Per server)

Hard disks (Per server)

System ROM (Per server)

Network interface cards (Per server)

iLO 2 configuration

It is recommended thatat a minimum, the following settings be configured for the iLOs of each VDI
host sever.

9 Change the Administrator password

9 Add a secondary administrative account

1 License any additional features

1 Fill in the server name under access options

9 Create and authorize required SSH keys

1 Generate an SSL certificate and have it signed by an approprate authority

1 Configure directory integration to simplify useraccess management

9 Assign a common name to the iLO under network settings and insure it is in DNS
1 Enter the Insight Manager Web Agent URL

9 Configure SNMP

9 Configure Remote Console settings inclling any needed shortcut keys

RBSU sttings
There is flexibility with some server settings in VDI, but the following should be configured. Access the
ROM Based Setup Utility RBSU by selecting F9 when prompted during boot.

1 Insure the date and time on theserver are correctly configuredagainst an NTP server or another
extremely accurate time sourcelf at all possible, use an NTP server in the environment.
Timekeeping in virtual machines is a well understood issue. Mny timekeeping problems can be
minimized by using NTP serversin the environment.

1 Enable hardware based virtualization assistanceon platforms.
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Installing ESX Server

The installer should follow VMwareds best practi

(http://www.vmware.com/pdf/vi3 35/esx 3/r35u2/vi3 35 25 u2 installation guide.pdf ).
Configuration of the various parameters may occur posinstallation or during the kickstart installation
process. Many of these parameters are discussed in the following sections and are exampled using
VMware VirtualCenter.

The installer may wish to experiment with and configure various advanced parameters during or after
the installation. This may be done using VMware VirtuaCenter, at the command line or the
commands may be scripted in the kickstart configuration file.

Advanced parameters are changed at the command line using the esxcfgdvcfg command. An
example of the syntax of the command is shown below.

esxcfg - advcfg <ac tion> <value> <parameter location>
The actions may be any of the following:

-gor -get

-sor -set

-dor -default

The value refers to the value of the current setting. This will vary based on the parameter being
changed.

The location will reflect a directory and value name underneath the directory/proc/vmware . When
entering the command manually the /proc/vmware directory is omitted. As an example, to read the
runtime CPU Quantum of the current ESX host, you would issue the following command at the
command line:

%> esxcfg - advcfg - get/config/Cpu/Quantum
This command prints the current parameter value to standard optit.

To set the parameter using the kickstart fileyou could add the following line:

-- esxcfg -advcfg - -set 10 /proc/vmware/config/Cpu/Quantum

Pog deployment configuration

Following the initial deployment of the server there are a few steps that need to be configured. While
these are optional, they are highly recommended.

9 Configure NTP on the host server. NTP is highly recommended in a VDI environent.

1 Install any and all patches required on the ESX hosts

1 Install antivirus protection into the service consoléf desired.

1 Insure FTP and Telnet are disabled on the ESX hosts

9 DO NOT ENABLE ROOT LEVEL SSH ACCESS. This is explicitly disabled by defautidashould be
left alone. Follow VMware best practices for access permissions.

1 Configure user access and security for the console and remote logins

1 Configure Active Directory authentication for ESX hostshftp://www.rtfm -
ed.co.uk/docs/vmwdocs/ESX3.x VC2.x-ServiceConsoleGuide.pdf is one reference source)

1 Restrict SUDO(superuser)usage to administrative group members only

1 Set password aging and complexity for the ESX hosts

1 Shut down any unused servicesitilizing the following command or VirtualCenter
0 service <service name> stop
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1 Insure services do not restart if the system is rebooted
0 chkconfig i level 2345 <service name> off

1 Increase the console memory from 27MB to 512MB or more based on number of services in the
console and the number of VMs on the host

9 Create a GRUB password
1 Configure the ESXTOP configuratiorfile (see section onConfiguring ESXTOR.

Adding hosts to MrtualCenter

Within VirtualCenter you should create a Datacenter and Cluster to house hosts that will be used for
the POC. As this is a small implementation, all hosts may be housed in a single Datacenter and
Cluster as in Figure5.

Figure5. Sample cluser VDI Test
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Commands
Eﬂ' Mew Virtual Machine
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#h Edit Settings

Configuring network adapters manually
If you are not comfortable configuring the network adapters using a kickstart file it is easy to configure
these using VirtualCenter. In our example below, we are configuring three virtual switches witta pair

of redundant ports for each. These adapters are housed in a HP ProLiant DL380 G5server. Follow
the example below for all hosts in your cluster.

27



Highlight a host in the left pane of VirtualCenter and then select theConfiguration tab from the right
pane. Within the right pane, select Networking as in Figure 6. This host has 6 network adapters so
we will follow the practice of 2 adapters per virtual switch to maximize redundancy on all virtual
networks If you have fewer than 6 adapters, please conailt the VMware documentation for best
practices.

Figure 6. The overall network configuration screen.
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Click on Propertiesand you will be presented with a screen as in Figure7.
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Click on the Network Adapters tab as we will be adding a network adapter t o the Virtual Switch for
the service console network.

Figure 7. Network adapters screen.
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Click on the Add button as in Figure 7. At the Add Adapter screen choose a second network port
(preferably on a separate physical card) to complete the virtual swich.

Click on Add Networking from the main screen(Figure 6). You will repeat the previous process to
add a VMkernel network (if needed) for VMotion or iSCSI based traffic and then to add a virtual
machine network. Follow the prompts presented during ingtll and insure you select two adapters per
virtual network.

SAN configuration

This sectionprimarily addresses an Enterprise VDI deployment. If you are deploying Basic or
Standard VDI some pieces of information will not apply.

Note
This section uses an IR StorageWorks EVA400 as the SAN. Your
configuration steps will be different based on the SAN you utilize.
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With StorageWorks EVA products such as the EVA4400, EVA6100 and EVA8100, there are a few
general rulesto follow. These are generally restatementsf practices from the planning section of this
document.

1 Maximize the number of spindles on the controller pair.

1 Insure that you are not sending all data through one controller port. Insure you are load balanced
across as many ports and controllers as areavailable.

1 Use vRaidl or vRaid5 on EVA controllers for all VDI implementationsvhen possible
1 Use 15,000 RPM drives with Fibre Channel drives preferred.

1 Pay close attention to your per VM size requirements and do not automatically go for the largest
disk size. If your controllers or the disks themselves become a bottleneck, extra capacity will be
wasted.

1 Use one large disk group for all disks.

1 Divide the disk group into Vdisks formatted as VMFS(Virtual Machine File System)olumes based
on the following guidelines:

o Use smallerVdisks with fewer VMs to avoid SCSI reservation issues
0 Make each Vdisk visible to all hosts post deployment
0 Place 30 VMs or less in eachVdisk

The installer may wish to utilize writeable snapshots during the deployment process. $ehe
Replicating user virtual machinessection in this document.

In practical terms, Vdisks created using the rules above will be between200 and 500GB.

Network Attached Storage for end user data

The most cost dective option for user data redirection is network attached storage. With NAS, a
CIFS share is created and Active Directory is used to move the usdisore data folders (My
Documents, Desktop, Application Data and Start Menu). The filesystem behind theshares is
Mi crosoftds NTFS.

Sizing the NAS is a function of:

1 RAID level selected

1 Number of disks available

9 Number of end users per share

1 Amount of storage per user

1 Number, size and type of I0s per second

In extremely large environments, a solutionsuchasilPds Cl ust er e d ofessteghanaey pr o
performance, availability and scalability, generally at a reduced cost compared to common NAS

filers. A solution suchas this can be scaled using an HP Storag#/orks EVA SAN mapped to a group

of servers.

Virus scanning software should be configured on the NAS and scheduled fulsystem scans should be
completed on the NAS on a regular basis based onyour existing policies. Try not to configure full
system scans within VMs.

Roaming profiles are highly recommendedin a VDI environmentand may be required for some
functionality to work.

If you will be redirecting user data to NAS you should consider adding adapters to the VDI host
servers. Adding adapters will not by itself enhance performance. Rather, segmenting affic as per
Figure 8 can improve performance by segregating data paths. Placing too many adapters into a host
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server may become counterproductive. At this time, do not use more than 3 virtual switches for user
data traffic.

Figure 8. Breaking out virtual networks for enhanced performance.

HP recommends customers consider AppSense Environment Manager for Policy and Personalization
management in a VDI environment.AppSense technology enables VDI users to experience a
consistent and personalized working environment regardless of where and how they access their
virtual desktop. Since AppSense dynamically personalizes virtual desktops on access, virtual desktop
image standardization is possible, significantly reducing backend management and storage costs.

AppSense Environment Manager combines company
optimum virtual desktop without cumbersome scripting and high maintenance of traditional profiling
methods. Capabilities such as profile migration, personalization streaming, selfhealing and registry
hiving combine to provide an enterprisescalable solution managing all aspects of the user in a VDI
environment.

For more information on best practice user environment management in VDI, please visit
http://www.appsense.com/solutions/virtualdesktops.aspx .

NAS for Virtual Machines

In environments where advanced features such as HA and VMotion are desired buthe cost of large
scale SAN deploymentscan not be justified, Standard VDI is an excellent option. When configured
utilizing affordable HP Allin-One or ProLiant Storage Servestorage with expansion drive enclosures,
the cost of achieving higher levels of availability and redundancy are greatly reduced.

Configuring HP Allin-One products for use with VMware is outlined in the documentoUsing HP
StorageWorks Allin-One Storage Systemwith VMware ESX Server Solutiord overview and
configuration guided at http://h71028.www7.hp.com/ERC/downloads/4AAl  5829ENW.pdf .

A single AiO1200 or ProLiant DL380 Storage Servewith 2 MSA60s attached can yield over 4TB of
RAID 10 direct attached storage. Some configurationscan be made dual domain capable which
adds an extra level of redundancy.
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